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Abstract

We explore the computational decidability, practicality, and complexity of
complete automated program repair. Focusing on incomplete specification
- typical in practice - we explore the automated generation of patches for
programs that do not satisfy the specification. We introduce a sound and
complete algorithm to find the simplest patch for programs in the context
of regular languages, and show outside the context of regular languages
such an algorithm cannot be sound. We extend our notion of repair to gen-
eralize across all problems in PSPACE. We characterize the computational
complexity of automated program repair, highlighting the heuristic nature
of the problem.

1 Preliminary Definitions

Definition 1.1 (Deterministic Finite Automata (DFA)). A DFA is a tuple D =
(Q,X,5,qo, F) where:

« Q is a finite set of states, qo € Q is the initial state, F C Q are the accepting
states.

« X is a finite input alphabet.

o 0:Q X X — X is the transition relation.

We denote all the strings accepted by D (the language of D as L(D)

« We consider some 0 € L(D) if, starting from the initial state, the DFA transi-
tions through states via the transition relation and ends in some state’y € F.

Definition 1.2 (Biichi Automata). A Biichi AutomataisatupleB = (Q, XL, 9, qo, F)
where:

+ Q is a finite set of states, qo € Q is the initial state, F C Q are the accepting
states.



« X is a finite input alphabet.

« 5:Q x (ZU{e}) — 2R is the transition relation.

We denote all the strings accepted by BB (the language of B) as L(B)

« We consider some o € L(B) iff it visits anyy € F infinitely often.

2 Introduction

The classical exhaustive program repair problem can be described as creating a
program and a specification in some logic where exhaustive verification of all pro-
gram behaviors in context of the specification is a decidable problem. A common
logic to use for this case is regular languages, where language inclusion between
some regular language-deciding automata P and specification S is checked:

L(P) € L(S)

Language inclusion between regular language-deciding automata is known to be
PSPACE-complete [9].

However, this notion of program verification relies on large assumptions. First,
we model our program in terms of regular languages, then we write a complete
specification for the program. However, doing so is unrealistic for verifying code
in practice. Rather than writing a complete specification, practitioners write prop-
erties that they believe the program should satisfy. Model checkers then, given a
program P and a property ¢, check:

L(P)NL(p)=0

Tools such as the Spin model checker employ this method of verification. Spin has
seen wide use in practice for verifying systems in both industrial and academic
setting.

Spin, and model checkers in general, are great at automatically finding bugs in
programs. However, once the bug is found, it is generally left to the user to de-
termine how to patch the discovered bug without introducing new bugs. We are
interested in automatically synthesizing such a patch, particularly in the context
of model checkers (where exhaustive verification is decidable.) That is, we have
some large program and a set of properties specified in a logic such as Linear
Temporal Logic (LTL). In this paper, we contribute a novel and simple automated
repair scheme designed to be used alongside model checkers.



3 Related Work

There exists a rich literature on automated program repair. We classify the litera-
ture into two categories: programs where exhaustive verification is decidable, and
programs where exhaustive verification is undecidable. Although program repair
in the context of model checkers generally falls into the category of the former,
we will discuss both paradigms.

Decidable Verification. Exhaustively verifying programs in the context of a reg-
ular language is decidable; checking intersection emptiness (L(A) N L(B) = 0)
and language inclusion (L(A) C L(B)) are decidable problems for regular lan-
guages. We explore related work in this context. von Essen et al., most similarly
to our work, explores automated program repair in the context of model checker-
discovered bugs. von Essen et al., most similarly to our work, explores automated
program repair in the context of model checker-discovered bugs [19]. However,
this work has key issues we seek to address in this paper. The automated repair
method introduced by Essen et al. relies on the complementation of the specifica-
tion, then the extraction of the patch from the complemented specification. This
approach is limited in two key ways; (1), the complementation of a Bii chi Au-
tomata is an exponential-time procedure, limiting the base case-scenario perfor-
mance considerably; (2) extracting the patch from complementation of the speci-
fication is not always useful, as the specification complement may be too simple
to extract anything useful fro

Similarly, Pan et al. define the automated repair problem for regular expressions
given a regular expression to be repaired as well as some example strings [15].
Benedikt et al. describe automated repair of regular words that do not satisfy a
given specification, which is equivalent to repairing an arbitrary regular language
into another [2].

Undecidable Verification. Automatically, exhaustively verifying programs in
the context of a language more expressive than a regular language is undecid-
abl This has been demonstrated via various classical computational results:
The halting problem, Rice’s Theorem, Post’s Correspondence Problem, and Tur-
ing Machine equivalence (and by extension, Turing Machine language inclusion
& intersection emptiness) [4]. Most modern programming languages are more

"This is especially the case when the specification is written in Linear Temporal Logic. Taking
the complement (never claim) of an LTL formula generally yields a very simple Biichi Automata.
This is best seen when playing around with an LTL to Biichi Automata conversion tool such as
https://spot.lre.epita.fr/app/

“We are exclusively considering the Chomsky Hierarchy in this case. We are not concerned
with verification in the context of other decidable logics such as TLA [10] in the case of this paper.


https://spot.lre.epita.fr/app/

expressive than regular languages, thus exhaustive verification is undecidable for
most modern softwar Nevertheless, there has been ample interest in automated
program repair for modern programming languages in recent years [[6]] [16]. In
this context, techniques for automatically patching bugs in programs include com-
piling and testing each patch candidate (i.e. generate-and-validate) [12]] [21] [17],
framing repair as a synthesis problem [[14] [13]], maintaining libraries of standard
patches [5]], using deep learning-based approaches [ [20], and using large lan-
guage models [18] [3] [8]].

4 Program Repair Construction

Given a regular program P and a regular property ¢, a model checker that finds
a bug can be denoted:

L(P) Z L(¢) & L(P)NL($) =w
We are interested in automatically finding a patched program P’ such that:

L(P)CL(¢) & L(P)NL(P) =0

Theorem 1. There always exists some nonempty P’ if and only if L($) # 0.

Proof. (Forward direction) If there exists some P’, then because language inclu-
sion holds and P’ is nonempty, it must be the case L(db) # (). (Backwards direc-
tion) if L(¢$) # 0, then we simply take some P/ C L(¢), as regular languages are
closed under subset. O

Why are we interested in repairing regular programs? Although programs typ-
ically written by software engineers exceed the expressiveness of regular lan-
guages, program models such as those written in Promela (among other pro-
gram modeling languages) fall within the scope of regular language [7]. The
assessment of a program’s correctness requires the independent analysis of the
implementation (via unit tests, property-based tests, fuzzing, etc), as well as the
verification of the specification (via model checking, theorem proving). A repair
procedure for regular programs would be able to repair program specifications,
given some bug.

*Dafny, notably, ensures program verification stays decidable via the type checker eliminating
compilation of data types such as unbounded integers [11]].
“Dafny also falls into this category.



Via theorem 1, given a non-empty correctness property ¢ and a program P that
violates ¢, there exists a set of possible programs {P’} that do satisfy the specifi-
cation. As we are interested in program repair as opposed to program synthesisﬂ
we are interested in some notion of “distance” between the original program and
the repaired program. Thus, we define two distance metrics.

Definition 4.1 (Structural Distance). Given two regular automata, A, B, the struc-
tural distance is defined as the minimum number of state and transition alterations
that need to be made such that L(A) = L(B). Specifically, there exists four possible
operations one could make to alter a regular automata:

1. Adding a state

2. Removing a state

3. Adding a transition

4. Removing a transition

Because A, B are both finite, there always exists a finite sequence of operations to

alter A such that L(A) = L(B).

Definition 4.2 (Language Distance). Given two regular automata, A, B, the lan-
guage distance is simply defined as the cardinality of difference between the lan-
guages of A and B. That is, | L(A) —L(B)|.

Roughly speaking, structural distance versus language distance can be thought
of syntactic versus semantic distance. We are generally interested in a repaired
program that is close, in some notion, to the original program. Although both
distance metrics as defined in Definition 4.1 and 4.2 can fit this purpose, we focus
on structural distance because it is easier to directly manipulate; alternatively,
manipulating the language of an automata directly is generally not feasible. Thus,
we define our notion of optimal repair in the context of structural distance.

Definition 4.3 (Optimal Repair). Given a regular program P and a non-empty
correctness property & such that L(P)NL(Pp) # (), as well as a set of possible repaired
programs G = {Ry, Ry, ..., Ry} such that VR € G L(R) N L(p) = 0, we define the
optimal repair to be the P’ € R that minimizes the structural distance to P.

We define and evaluate methods to find this optimal repair later in the paper.

’Program repair, in all cases, can also be thought of as program synthesis with the buggy pro-
gram as context.



5 Usefulness of Properties for Repair

To illustrate why the approach described by Essen et al is not useful in all cases,
we explore the notion of usefulness for properties. We make the general observa-
tion that, for regular programs, it is trivial to define a regular specification that
captures all behaviors. That is, for a regular program P, we can trivially define a
property ¢ = X* that captures all behaviors of P. That is:

L(P) CL(¢) & L(P)NL(p) =0

But, we see the automata for ¢ itself is extremely simple; ¢ is just a single accep-
tance state with a self-loop. Similarly, the automata for ¢ is also a simple one-state
machine. We make the observation that simple properties generally have simple
complements; thus, deriving a patch from the complement of a property is not
always useful when we’re concerned with patch distance from the original pro-
gram.

To maximize the usefulness of properties and thus minimize patch distance of de-
rived patches, it follows we would require our property to precisely capture the
program behavior. However, this begs the question: why write a property to such
precision just to derive a patched program? This is contradictory — clearly, we
need an approach to deriving the optimal program patch (that is, the patched
program that minimizes distance to the original program) without relying on the
specification.

6 Automated Program Repair Algorithm

Given some regular program P and a non-empty property ¢, we use a model
checker to find:

LP)NL(P)=w
And, we would like to find the optimal repair of P. Our goal is to define an al-
gorithm to edit program P in order to find this optimal repair as opposed to an
explicit synthesis-based approach. We define such an algorithm.

Note, we assume that the program P only has no consecutive epsilon transitions,
as the theorem 2 could be broken by creating an automata with an arbitrarily high
number of epsilon transitions that don’t affect the language accepted. This doesn’t
affect the following results, as NFA minimization is PSPACE-complete.

Definition 6.1 (Automated Repair Algorithm). Given a regular program P and a
non-empty specification ¢ which P violates, we wish to define an algorithm to derive



the optimal repair of P. We first define a tree with the root node defined to be the
original program P. We then make one of four changes to P:

1. Remove a state from P

2. Add a state to P

3. Remove a transition from P
4. Add a transition to P

When we make a change P, we create a child node with the altered automata. We
then check if the altered P satisfies intersection emptiness with EJEI If intersection
emptiness holds, we terminate. If it does not hold, we make another alteration, create
another child node, and check intersection emptiness again.

To ensure the algorithm always terminates, we define a maximum search depth that
the tree cannot extend beyond.

Theorem 2. The algorithm described in Definition 6.1 is sound given ¢ is non-
empty and we choose a sufficient search depth. That is, if there exists a solution,
the algorithm finds it.

Proof. To show theorem 2 holds, we want to show there exists some *finite* depth
to explore such that we can capture the entire space of possible altered programs
via the algorithm described in definition 7. That is, given L(A) N L(¢) = w, the
space of all possible repairs A’ such that L(A’) N L(¢) = 0.

To define such a depth, observe the following construction. First, we know X =
L(¢p)UL(¢) (recall, all regular-language automata including Biichi Automata are
closed under union and complement). Thus, we know X is finite and enumerable.
We want to explicitly construct the automata Q that accepts the regular language
Y (with the caveat all states are reachable). Via the enumerability of X, we can
consider each word w € L and the regular expression (which we convert to a
NFA or Biichi Automata) that accepts exactly w. We construct Q by creating
a source node that nondeterministically transitions from the source node to the
NFA for every w. Thus, Q accepts exactly X. We count total number of states and

transitions of Q to be k.

Thus, any minimized regular automata Ry such that L(Ry) C X is within 2k edit
distance from any other minimized regular automata R; such that L(R;) C X. This
is because we can trivially deconstruct Ry in less than k steps, and reconstruct R;
in less than k steps. Thus, if we upper bound the depth of repair search by 2k, we

Sor equivalently, language inclusion with ¢. Spin checks for intersection emptiness, though.



capture the entire search space for repaired programs, implying the soundness.
O

Theorem 3. The algorithm described in Definition 6.1 is complete. That is, if a
solution is found, the solution is correct.

Proof. This trivially holds, as every step of the repair we check intersection empti-
ness with the complement of the specification. Since intersection emptiness with
the specification’s complement is what we define to be correct, completeness
holds. O

Thus, we have a sound and complete repair algorithm for finding all repairs of P,
including the optimal repair.

7 Losing Completeness for Turing Machine Repair

Definition 7.1 (Turing Machine Repair). Similarly to finite automata, given a Tur-

ing Machine TM and a correctness property ¢ such that L(TM) N L(p) = w, a
repaired Turing Machine TM' satisfies L(TM/) N L($) = 0.

Theorem 4 (Incompleteness for Turing Machine repair). There does not exist a
complete algorithm to repair a Turing Machine.

Proof. Given a Turing Machine TM and a correctness property ¢ such that
LMM)NL(¢) =w
we observe for any repair candidate TM’, checking whether
LM ) NL($p) =0
is undecidable. Thus, an algorithm won’t be able to decide whether any given
Turing Machine is a correct (or incorrect) repair to TM. O

8 Generalized Problem Repair

Intersection emptiness (the model checking problem) can be equated to language
inclusion via the following relation:

LIA)NL(p) =0 & L(A) C L(P)



Thus, because language inclusion is interchangeable with the model checking
problem (given ¢ is complemented), a simple sound and complete repair algo-
rithm exists for language inclusion. That is, reduce language inclusion to the
model checking problem by complementing ¢, then apply the algorithm defined
in Definition 6.1.

But, we know language inclusion is PSPACE-complete [9]. So, we observe we can
generalize the notion of program repair.

Definition 8.1 (Generalized Repair Algorithm). Given a decision problem P, a
verifier for the decision problem Vp, and an input 1 to be tested by Vp. Given | does
not satisfy Vp, a generalized repair algorithm can modify 1 into some 1’ such that I’
satisfies Vp.

Theorem 5. If a decision problem P is in PSPACE, there exists a sound and com-
plete repair algorithm for it.

Proof. If a decision problem P is in PSPACE, it can be reduced to a PSPACE —
complete problem, including language inclusion, in polynomial time. That is, the
input I for the problem P can be translated into a language inclusion problem that
holds if and only if I satisfies Vp. Thus, because there exists a sound and complete
repair algorithm for language inclusion, there exists a sound and complete repair

algorithm for P. O

9 Discussion

Heuristics. We make the general observation that the program repair problem is,
in general, highly heuristic. As a byproduct of the expressiveness of the defined
correctness properties(s), there always exists a repair — we just need to find it.
This is especially the case for programs more expressive than regular languages,
as such a heuristic would need to, ideally, avoid looping on some inpu

Implications of Theorem 5. Although the existence of a sound and complete re-
pair algorithm for any problem in PSPACE is a neat observation, the construction
provided in this paper is not practical for any problem outside of those directly
relevant to model checking. In general, the notion of repairing a bad input is only
directly relevant for regular languages problems, as regular languages are foun-
dational in computation theory and are used to model programs.

In implementations this generally isn’t a problem nor thought about; compilers and type-
checkers seem to prevent many bad things from happening.
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